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Order of Scale

5 million active time series
 30 second scrape interval

1 month of retention

166,000 samples/second
 432 billion samples

2,000 - 15,000
targets
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Order of Scale

5 million active time series
 30 second scrape interval

6 month of retention

166,000 samples/second
 2592 billion samples

8 byte timestamp + 8 byte value  ⇒  42 TB on disk

2,000 - 15,000
targets
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Sample Compression – Timestamps

1496163646 1496163676 1496163706 1496163735 1496163765 

1496163646 +30 +30 +29 +30
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Sample Compression – Values

Source: http://www.vldb.org/pvldb/vol8/p1816-teller.pdf



Sample Compression

Raw: 16 bytes/sample

Compressed: 1.37 bytes/sample

@beorn7                      @dgryski



Order of Scale

5 million active time series
 30 second scrape interval

1 month of retention

166,000 samples/second
 432 billion samples

8 byte timestamp + 8 byte value  ⇒  7 TB on disk
                                                           0.8 TB

2,000 - 15,000
targets
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Order of Scale – with Churn

5 million active time series
150 million total time series

 30 second scrape interval
1 month of retention

166,000 samples/second
 432 billion samples
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Blocks

“OMG, this is so dumb. That’s basically an LSM tree.

 Time series must be in a B+ Tree.” 

– someone on HackerNews (paraphrased)     



Tree

... ... ... ...

chunk 1 chunk 2 chunk 3

time
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pod=”nginx-34534242-abc723
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status=”200”,

method=”GET”,
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● Efficient k-way set operations (merge, intersect)
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Benchmarks

● Kubernetes cluster + dedicated Prometheus nodes

● 800 microservice instances + Kubernetes components

● 120,000 samples/second

● 300,000 active time series

● Swap out 50% of pods every 10 minutes
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Benchmarks (disk writes)



Benchmarks (on-disk size)



Benchmarks (query latency)









Try it out!

We’re hiring: coreos.com/careers



● https://fabxc.org/blog/2017-04-10-writing-a-tsdb/

● https://github.com/prometheus/tsdb

More

https://fabxc.org/blog/2017-04-10-writing-a-tsdb/
https://github.com/prometheus/tsdb

